Single Processor

Processor Management
· CPU scheduler - part of the OS responsible for deciding which process gets the CPU next after a process 'is through with its share.

· Criteria for the measurement of the performance of the system

· CPU utilization - percentage of time the CPU is busy, i.e., the actual time spent by a job in CPU over the total time it is in control of the CPU times 100%.

· System throughput - number of jobs completed per unit time.

· Turnaround time - elapsed time from the time the job is submitted for execution to the time it is completed.

· Waiting time - amount of time spent by a job in ready state, i.e., 'the process is ready to execute but the CPU is not given to it.

· Response time - time taken by the system to respond to a user input.

· Overhead - time spent executing the operating system routines.

· Requirements for CPU Scheduling

· provide a good performance using the measures outlined above

· meet user specified deadlines, and

· provide good utilization of other system resources.

· Process Control Block (PCB) – created when a process is created
· States of a process once created

· Ready

· Run

· Blocked

· Some reasons a process might be blocked

· waiting for I/O completion

· waiting for the code to be fully loaded in memory

· waiting for a particular time of day

· waiting for a message from another process

· State transitions involved

· dispatch - transition from READY to RUN. 
· block - transition from RUN to BLOCKED. 
· wakeup - transition from BLOCKED to READY.
· preempt - transition from RUN to READY.

· Normal termination – due to a call by the process to a termination statement

· Abnormal termination – forced termination of the process by the OS

· Dispatcher - responsible for allocating the CPU among various ready processes
· Short-term scheduler (CPU scheduler) - selects from among those READY processes in memory

· Long-term scheduler (Job scheduler) - determines which jobs are admitted to the system

· Properties of Jobs
· Expected runtime

· Maximum memory size

· Amount of I/O

· Special resources required (tape, disk, etc)

· Priority/deadlines

· Long-term scheduling algorithms

· best scoring job next - job with the best score is admitted to the system first
· Scores are usually aged to avoid starving jobs overtaken by new ones with better scores
· Short-term scheduling algorithms

· Preemptive – CPU is suspended when a higher priority process is in the ready queue
· Non-preemptive - the running process is allowed to continue until either it is blocked or completes its execution
· Main problem in scheduling is to decide which process is given the CPU when the CPU is given up by a process or when the CPU is forcibly taken from a process.

· Evaluations of Algorithms

· Analytical
· Simulation
· Deterministic Scheduling Algorithms for Independent Tasks

· Minimizing mean response time (MMRT) - similar to maximizing throughput and minimizing turnaround time
· Minimizing mean weighted response time (Weighted MMRT)
· Minimizing maximum lateness (MML)

· Non-Deterministic Scheduling Algorithms

· Properties

· arrival distribution - the rate at which jobs come into the system

· service distribution - the service time of jobs entering the system

· queue length (l) - this is the number of jobs waiting in the waiting

· waiting time (w) - this is the time spent by a job waiting in the queue

· Little's result - or sometimes called the Little's Law or Theorem - average number of customers in a queuing system is equal to average arrival rate times their average stay in the system.

· utilization factor - this a measure of how "busy" the system is, and can be expressed as the mean number of arrivals during the service time of a single 'job.

· Algorithms

· First-come-first-serve scheduling (FCFS)

· Shortest job first (SJF)

· Shortest remaining processing time (SRPT)

· Priority

· Time-sharing scheduling can be achieved by:
· Interrupting clock

· Time slicing – deliberately switching from one process to another on a timed basis

· Time slice (or quantum) – time allocated to a job

· Time sharing overheads
· Processor time when changing between processes

· Space overhead

· Scheduling Algorithms for Time sharing systems

· Round-robin scheduling

· Modified round-robin scheduling

· Choice of a time slice
· Upper bound – required response time for a trivial request

· Lower bound

· Overhead of context switching

· Trivial requests

· Estimating response time (nc ≤ t + r)

Memory Management
· Address binding

· Binding at compile time - the compiler may generate absolute code (loaded at a fixed memory address)

· Binding at load time - the compiler may produce relocatable code
· Binding at execution time - allows the code to moved from one location to another during 'the execution of the process

· Memory Management in Early Systems
· Single user memory managers - allocate all memory to a user process
· How to protect the OS from unauthorized access by the user?

· Multiprogramming memory managers – minimize the number of processes being blocked
· Fixed number of tasks scheme (MFT) – divide the memory into fixed partitions, (small-size, medium-size and large-size)

· Since the partitions are fixed, any space not occupied by the process is lost.

· It is also possible for one type of partition to have a very long queue but the queue 'for the other types are empty
· Variable number of tasks scheme (MVT) – there is only one queue for jobs

· May lead to fragmentation
· One solution is compaction – moving all programs in memory to one side of memory
· Program cannot grow in this setup

· Only alternative is relocation
· Swapping - write the core image of a process uselessly occupying memory to the backing store and the core image of the higher priority process is read in
· The swapping device may in practice consist of a hierarchy of storage devices

· With swapping, the system can execute programs whose code size exceeds that of the size of the main memory.
· Swapping Strategies

· Variations

· Total amount of store required

· Time wasted from swapping

· Memory Protection – separate OS from user processes
· Automatic Address Translation – OS is placed in either the low or high-end of the memory

· Page 0 – Page 1 Addressing – used when address space is equally divided between the OS and user processes

· Use of base and limit registers – can easily be extended to protect a multi-user OS
· Virtual Addressing – implemented using hardware (base and limit registers)

· PCB’s keep the value of base and limit registers for the process

· Design Considerations of Memory Managers

· Fragmentation

· Internal – excess memory allocated but left unused
· External – unused and available memory is too small for any waiting job
· Locality of Programs

· Spatial – locality in space

· Temporal – locality in time

· Sharing of Code

· Requirements

· Not be self-modifying (re-entrant)

· Store their data separate from programs

· Virtual Memory Management – impossibility to run a program with a size greater than available memory
· Overlays – program split into pieces so that only the running overlay is in memory
· Overlays in secondary memory are swapped in and out of memory

· User must make sure that the size of one overlay does not exceed the size of the available memory

· Virtual memory management techniques

· Segmentation

· Virtual address space is divided into segments

· Programmer has control on the division of segments

· Gives rise to external fragmentation
· Another possible problem is deadlock
· Paging

· Virtual address space is divided into pages of equal sizes

· OS is responsible for dividing the program into pages
· Paging mechanism

· Performs the address mapping operation

· Transfers pages from secondary memory to main memory and vice versa

· Advantages

· Avoids external fragmentation

· Increase potential for multiprogramming

· A page can be loaded anywhere in memory

· One critical issue is choice of page size

· Paged Segmentation

· Paging vs. Segmentation

· Memory utilization

· Paging

· Very good memory utilization is achieved 

· Internal fragmentation becomes a problem 

· Segmentation.

· Efficient memory utilization is difficult

· Problem in segmentation is external fragmentation

· Memory allocation

· Paging

· Memory allocation is easy

· One problem is when the rate of page frame requests is faster than the voluntary release of page frames

· Segmentation

· Memory allocation is difficult

· External fragmentation is a problem again

· Sharing of code

· Paging
· Sharing of code is difficult

· Pages don’t correspond to logical divisions of a program

· Segmentation

· Sharing of code can be intrinsically done in segmentation

· Paged segmentation combines the advantages of segmentation and paging.

· Memory Allocation Strategies – aims towards the best use of the main memory
· Placement Policies – where in main memory an incoming process should be placed
· Best-fit - the chunk of memory in the free list which produces the smallest left-over is assigned to the requesting process

· Worst-fit - the chunk of memory in the free list which produces the largest left-over is assigned to the requesting process

· First-fit - the first chunk of memory in the free list that is big enough to accommodate the requesting process is allocated.
· Replacement Policies - which process should be taken out of memory to make room for an incoming process
· Algorithms
· Least Recently Used (LRU) - Replace the page that has not recently been used. This strategy is called the least recently used strategy

· Least Frequently Used (LFU) - Replace the page that has been used least frequently during some immediate preceding time interval.

· Not Recently Used (NRU) - This policy approximates that of LRU.

· First-In-First-Out (FIFO)

· Random
· Policies

· Global Replacement – allows selection from all page frames 
· Local Replacement – allows selection from pages allocated to a process
· Fetch Policies - concern with when to obtain the code of the next process for insertion to the main memory
· Anticipatory processes  - fetch blocks in advance

· Approaches to pre-paging
· Working set pre-paging - attempts to fetch all the pages in the working set of a process before that process is dispatch to be executed
· Clustering pre-paging - when a page is fetch, it also fetches those pages that are beside (the one below and above the current page in the process address space)
· Advised pre-paging - The operating system will be allowed to accept advised from the programmer or compiler as to which pages will be needed soon.

· Problems
· pages brought in memory in advanced are not guaranteed to be used immediately. 
· difficulty of predicting which pages will be referenced in the future
· Demand policies – fetch blocks when needed

· Problem - As each new page is referenced, the process must wait while the new page is being transferred to main memory

· Demand Paging systems – processes reside in secondary memory usually a large capacity disk

· based on demand paging policies

· lazy swapper – swaps a page into memory only when it is needed

· valid-invalid bit – set to 1 when the page is already loaded in memory; set to 0 when it is brought back to memory
· Working set - the collection of pages a process is actively referencing
· The operating system computes the sum of the working sets of all processes that 'is active.
· if the total extra page frames for all processes is greater than the number required by all processes that are executing, then one process can begin execution.

· if the total extra page frames for all processes is less than the number required by all processes that are executing, then one process will have to get out of memory.
· Thrashing - situation where the system spends more time shuttling the parts of a program (pages or segments) from main memory to backing store than in executing the program

File and Disk Management
· File - a uniform logical view of information in the system represented as contiguous sets of words

· File system - maps this sequence of words onto physical devices
· Device dependent
· Device independent
· Common File Organizations

· File is a sequence of bytes (UNIX)

· File is a sequence of fixed-size records (CP/M)
· File organization uses a tree of disk blocks (Indexed Sequential Access Method [ISAM])

· Requirements of a file system

· provide high-level operations on files
· protect files from users who do not own them
· be reliable

· provide fast access to files

· File Directories – stores all file descriptors of all files
· File descriptor – information describing files such as
· name of the file

· location on secondary storage

· length of the file

· type of access allowed

· owner of the file

· date of creation/modification
· Some operations done on the entries of a directory

· list all entries
· search for an entry
· create an entry
· delete an entry
· change the name field of the file descriptor
· Most common directory structures used by multi-user systems 
· single-level directory
· two-level directory
· tree-structured directory
· acyclic directory
· File naming conventions

· Absolute path name

· Relative path name

· Operations on files
· minimal set of basic file operations

· create a file

· write to a file

· read from a file

· rewind a file

· delete a file
· two additional basic file operations

· open - informs the system that the file is about to become active

· close - informs the system that the file is about to become inactive

· File system protection
· Preventing intruders from unauthorized access

· User authentication – identifying users when they login

· Login name & password

· Long list of questions and answers

· User shows some item he owns such as a plastic card with a magnetic stripe

· Measure physical characteristics

· Fingerprint

· Voiceprint

· Palm print

· Facial print

· Protect shareable files from authorized users
· Operations to be controlled

· Read

· Write

· Execute

· Append

· Delete

· Popular implementations of file protection

· File naming - depends upon the inability of a user to access a file he cannot name
· Passwords - this scheme associates a password to each file.
· Access control matrix - a two-dimensional access control matrix A listing 'all the users and all the files in the system
· Access control - an access list is associated to each file or directory.
· File Access Methods
· Sequential access - the next read or write will be done on the record immediately after the last record read or written.
· Direct access - any record in the file can be accessed without restriction on what has been accessed before.
· File Allocation Methods
· Non-contiguous categories
· Sector allocation – disk space is allocated on a sector-by-sector basis

· Block allocation - the same as sector allocation, except that the units are larger 'than a sector (block), and possibly of variable
· Most common methods of allocation methods for files
· Contiguous allocation - each file is required to occupy a set of contiguous addresses on the disk.
· Susceptible to external fragmentation
· Determination of the size of a file which can grow
· Linked allocation - each file is a linked list of disk sectors (or blocks)
· scheme is effective only for sequential access to files
· Indexed - each file has its own index block, which is an array of disk sector of addresses
· File System Reliability - how to protect it from 'being corrupted by both systems failure and errors in systems software.

· Making duplicates of files
· Periodic dump

· Incremental dump

· Transaction logging - every transaction received by the system is dumped
· Consistency

· Disk Organization

· Hardware components

· Controller - this operates one or more disk drives, contains internal buffer memory, and may be operated in programmed I/O or DMA mode
· Disk Drive - this may have a fixed head or movable head and it may have fixed media or removable media.
· Parts of a magnetic disk

· Disk platter

· Read-write head

· Fixed-head disk – has a separate head for each track
· Moving-head disk (hard disk) – has only one head which moves across the disk to access different tracks

· Spindle

· Head-disk assemblies

· Logical divisions of a disk
· Tracks
· Sectors
· Cylinders
· The disk can be removable allowing different disks to be mounted as needed
· Four operations involved in accessing data from the disk
· seek - operations of moving heads to the appropriate cylinder (seek time)

· select appropriate head (negligible delay)

· wait for the required data to arrive under the head (latency time)

· transfer the information to or from the disk (transmission time).
· Disk Scheduling

· First-come-first-serve

· Shortest-seek-time-first

· SCAN

· N-Step SCAN

· CSCAN

· LOOK

· CLOOK

Resource Management
· Types of Resources
· serially reusable resource (sharable resource) - a resource that can be taken away from a process temporarily before that process has done using it.

· non-serially reusable resource (non-sharable resource) - a resource must be allowed to be held by a process continuously until it is done with it.
· Allocation Methods of Resources
· Static allocation – process must receive all the resources it will need before it begins execution

· Dynamic allocation – allow a process to ask for and receive 'resources during execution

· Deadlocks
· Conditions for a deadlock
· Mutual exclusion - at least one resource must be held in a non-sharable mode, that is, only one process at a time can use the resource.

· Hold and wait - there must be a process that is holding at least one resource and is waiting to acquire additional resources that are currently being held by other processes
· No preemption - resources cannot be preempted or forcibly taken away from a process holding it; that is, a resource can only be released voluntarily by the 'process holding it, after the process has completed its task

· Circular wait - there must exist a set of waiting processes {P0, P1, P2,..., Pn} such that P0 is waiting for a resource being held by P1, P1 is waiting for a resource held by P2, and P2 is waiting for a resource held by P3, ... , Pn-1 is waiting for a resource held by Pn, and Pn is waiting for a resource held by P0
· Policies for Dealing with Deadlocks

· Bahala Na - ignore deadlocks altogether

· Prevention - deadlocks cannot occur because restrictions have been placed on the use of resources
· Most efficient is to avoid circularity

· Detection and recovery - deadlocks are detected after they have arisen and actions are taken to rectify the matter
· System keeps track of:

· for each process, the resources held by that process

· for each resource, the processes that hold it and the processor requesting for it

· Three ways of breaking a deadlock
· violate the mutual exclusion condition and allocate a resource to several processes
· abort one or more processes in order to break the deadlock
· preempt some resources from one or more of the deadlocked processes

· Factors contributing to the cost of a process
· how long have the process been executing and how much longer will it need to finish execution?

· what is priority of the process?

· how much resources it has used and how much more it will need?

· how may more processes will be need to be terminated before the deadlock is broken?
· Avoidance - a safe allocation policy is employed and so deadlocks are anticipated and avoided
· Banker’s Algorithm by Djikstra

Concurrent Processes

· Forms of Concurrency

· true concurrency - happens in multiprocessor systems where several different processes are executing at the same time

· simulated concurrency - concurrency that can be found in single processor systems where the system is made to give the impression of executing several programs at once

· achieved by interleaving - switching the processor from one process to another at relatively frequent 'intervals

· two types of communications between processes (sometimes called interprocess communication)
· competing processes - they communicate concerning the status of the resource 'for which they are competing.
· Mutual exclusion - competing processes usually have to ensure that only one process at a time uses the resource.
· cooperating processes - they transfer the information they are processing from one another.
· Process synchronization - cooperating processes need to keep track of each other's progress
· Mutual Exclusion
· Critical section – section that is non-shareable

· Process Synchronization

· Solutions to the concurrency problem

· Busy waiting - execute a loop that continuously checks if the process that is in the critical section is already gone
· Problems
· Starvation

· Mutual Exclusion Not Guaranteed
· Deadlock

· Correct Solutions using Busy Waiting

· Dekker's algorithm

· Paterson's algorithm

· Test and set solution (engineering solution)
· Semaphores - essentially an integer s (initially s > 0) and a queue of processes, initially empty
· wait(s) and signal(s) are assumed to be indivisible operations

· binary semaphore – when s is initially 1

· counting semaphore – when s is initially greater than 1
· Monitors – concurrency construct (language construct) that contains procedures and variables that are used to allocate shared resources
· A monitor is composed of the following
· data comprising the shared object

· a set of procedures which can be called to access the object

· codes for initializing the object - this is executed once when the object is created.
· Message passing – used in distributed systems to implement concurrency
· Use of two primitives

· SEND

· RECEIVE

· Two important issues

· What happens when a message is lost?

· Require receiving process to send an acknowledgement of the message to the sender

· How can a process tell that a message came from a legitimate read process and not from an impostor?
· Encrypt messages using keys known only to the sender and the receiver

· Rendezvous

· Remote procedure calls

· Dining Philosophers Problem

