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By Walt Childson 

The following is a list of efficiencies that I always strive for when I can control the design of my COBOL programs. These efficiencies are specific to COBOL 2 and above, but OS/VS will also be better off if you use most of the recommendations. By the way, on a scale of 1 to 10 where 5 is average, I have rated the level of importance of efficiency (in my humble opinion) at the end of each recommendation.

If you normally write very inefficient COBOL programs, then incorporating these into your logic can easily decrease your program size by 30 to 50% and your executions time by 20 to 40%. Obviously, that is dependent on the rest of your code. It could be higher or lower (wow that is such and non committal statement).

Avoid VALUE clause in Working storage (3)

During COBOL 2 initialization process, it moves literals that had to be automatically defined in the “Literal Pool” into the working storage fields. Heck, you are just as smart. Why don’t you do that all by yourself. In your initialization paragraph, you move literals into the fields instead of defining them in the VALUE statement. You can’t get away from the “Literal Pool” definition, but you can control “group moves” and make it more efficient.

Don’t create your work fields with an 01 double work boundary location (2).

Create a few 01 levels and all of your work fields as 05 (or whatever) underneath that 01.  If you have a 3 byte field and make it an 01, then with another 01 field following it, you have wasted 5 bytes of non-referenced data. Not only does this waste the space but when you look at a “dump” the “slack bytes” just make things confusing.

Put all of your alpha work fields under the same 01. (5)

This is very helpful and efficient to initialize. In your logic you can more spaces to the 01 field name, and that would be the same as having VALUE SPACE on all of the elements.

Put all of your COMP work fields under the same 01. (6)

Similar to initializing the alpha fields with a single move SPACE, you can initialize all of the binary fields to zero with a single move LOW-VALUES to the 01 group name. Also, don’t forget to put the Double word boundary variable names first, followed by the single word boundary words, then by the half word boundary words. That way you know that you could not possibly have any “slack bytes” in the middle of the group field.

Regarding the above recommendation, don’t use the INITIALIZE verb. (6)

If you use the INITIALIZE verb, the compiler will generate a move zero or move space to each individual element. What a waste.

Never do mathematical calculations with DISPLAY NUMERIC. (10)

The compiler (especially IBM’s) needs to convert this data to a numeric format that it can work with; manipulate it; then convert it back. So you have generated many assembler instructions, plus you also need additional scratch space to “play with” the data. If you need a DISPLAY NUMERIC field, do your own move from the manipulated field to the DISPLAY NUMERIC when you need it.

Never do mathematical calculations with unsigned Numeric fields. (8)

The compiler will generate instructions to strip the sign out every time you manipulate it. Additionally more scratch pad area will be needed.

Always use an odd number of digits in a COMP-3 field (8)

Since the COMP-3 field is stored as a single digit in a nibble (half of the byte), with one nibble consuming the space for the sign, we know that every time we reference an even number digit COMP-3 field, the compile has to generate (scratch pad and instructions) code to strip out the high order digit that we don’t use. 

When ever possible, always manipulate Numerics of the same format. (6)

If you are adding a COMP field to a COMP-3 then the compiler needs to convert one to the other format before the add can take place. More unnecessary instructions and more scratch pad wasted.

If you need a logic switch, then make it a one byte alphanumeric. (7)

If your logic switches are based on numeric values, then the number will have to be converted to something that the compiler recognizes and then generate a Compare numeric instruction. All of this is wasted scratch pad and extra instructions. If your switch is multiple alphanumeric bytes, then a Literal Pool item will have to be generated by the compiler (more waste) and a Memory to Memory (6 bytes and rather slow) compare instruction will have to be used. If you have a single byte switch, the compile will generate a “Compare Immediate” instruction (the value is in the instruction). It does not consume Literal Pool space, and it is a faster 4 byte instruction. By the way, if you don’t use 88 levels to test these switches, to make sure that the compiler doesn’t think you want to do something numeric against it when you move or test for a numeric value like the number 6 as a logic switch, quote the numeric value the same way you have to quote the alpha value (MOVE ‘6’ to WS-TEST, MOVE ‘Y’ to WS-TEST)

Don’t open the file until you need it. (5)

Yea yea, I know. The OPEN and CLOSE instruction generates a lot of excessive code, so the recommendation is to always put all of your files in the same OPEN and the same CLOSE. Well the default number of buffers in MVS is 5, so each file you open will consume 5 times the block size in “REAL Memory”. This means that you have less available Memory for your job and other jobs that are running. This means that MVS has more of a challenge to divide up the resources. It becomes more time consuming and more “staging drive” I/O bound when you have inefficient programs.  So open that control file, read the record, then close it before you proceed to the main logic of the program. And if you have an internal SORT, then it is obvious, you don’t need all of those files open in both of the exits.

Make you internal tables binary. (8)

If you have a very small table, then an unsorted table search is not so bad. But the larger the table gets, the inefficiencies become exponentially harmful. The SEARCH ALL does a binary search. Divide the table in half, check if above or below then go to the resulting half and repeat the division process. 

Initialize your table with a group move. (3)

Make your table elements have the same characteristics. If alphanumeric, then move HIGH-VALUES to the group and when the sorted values are populated from top to bottom, then you still have a Binary table. Make you numeric tables COMP and move LOW-VALUES, then when the table is populated from bottom to top, the table is still in numeric sequence. By the way there are other techniques. If you need to have mixed attributes of the elements, consider two tables, and set your subscript of one, to the index for the one that gets searched. Or have a process that takes into consideration how and overlapping move statement gets generated in assembler when you “step on yourself” as indicated below.

’01 
TABLE-WITH-NULL.

’05
TABLE-INIT.

’10    FILLER    PIC S9(03) COMP-3 VALUE +999.

’10    FILLER    PIC X(20)  VALUE SPACE.


’05
MY-REAL-TABLE.


       ’10    FILLER OCCURS 128 TIMES ASCENDING KEY MY-KEY.



     ’15
MY-KEY

PIC S9(03) COMP-3.



     ’15
MY-DEPARTMENT
PIC X(20).

MOVE TABLE-WITH-NULL 
TO MY-REAL-TABLE

The wasted and unreferenced space in the TABLE-INIT will get moved (one byte at a time) into the first occurrence of the table. The move continues from the first occurrence into the second and so on. 

